
IJCSMS (International Journal of Computer Science & Management Studies)  

Volume 48, Issue 04 and Publishing Date: 7th Nov, 2026  

An Indexed, Referred and Peer Reviewed Journal with ISSN (Online): 2231-5268  

www.ijcsms.com 

 

IJCSMS 

www.ijcsms.com 

1 

 

Machine Learning for Fault and Anomaly Detection in IoT 

Sensor Networks: An Experimental Comparison of Classical 

Classifiers Under Edge Constraints 

Dheerdhwaj Barak1 and Khushwant Singh2 

1 Department of Computer Science & Engineering, Maharshi Dayanand University Rohtak, Haryana, India 

2Department of Computer Science and Engineering, Central University of Haryana, Mahendergarh, India 

 

Abstract 
Deployments of the Internet of Things (IoT) produce 

flowing streams of sensor measurements and network 

telemetry, and much of this data is eventually utilized 

to answer the following one simple question: Is this 

device normal? A controlled experiment was 

conducted on this question and the results are 

reported herein. An artificially deployed smart-

building is used to create a dataset with labeled 

sensor windows, corresponding to four conditions: 

normal operation, gradual sensor drift, a frozen 

(stuck) sensor, and a network flood. The results of 

seven classical learners are compared using 5-fold 

stratified cross validation: logistic regression, k-

nearest neighbours, a decision tree, a random forest, 

gradient boosting, a support vector machine and a 

small multilayer perceptron. As well as accuracy, we 

evaluate the quantities that are important when the 

hardware is constrained: single sample inference 

latency, serialised model size, and degradation in the 

presence of sensor noise and missing values. Logistic 

regression achieved the best macro F1 (91.75%) and 

was the smallest model (approx. 1.8 KB) but this was 

just a bit behind random forest (91.46%) and gradient 

boosting (91.41%). The random forest used about 3.5 

MB, which is nearly 2000 times as much storage. 

When noise was added to the model with a standard 

deviation of half the features the loss of macro-F1 

point between 5 and 13 points for all models. We 

believe that instead of a ranking for accuracy, model 

selection for fault detection in IoT should be 

considered as a multi-objective trade-off, and 

robustness testing should be given the same weight as 

cross-validation. In this paper, the researchers used 

the data collected from the Internet of Things (IoT) to 

build a model that is robust against faults. The 

researchers utilized data from the Internet of Things 

(IoT) to develop a fault-tolerant model. 

Keywords: Machine Learning, Fault Detection, IoT, 

Sensor Networks, Anomaly Detection. 

1. Introduction 

Data is the backbone of an IoT system, so its 

trustworthiness is contingent on its data. 

Temperature probes drift, vibration sensors 

can jam, radios become overcrowded and 

just about any node could be compromised 

and flood a gateway with traffic. It's not 

feasible to look at them manually and a rule-

based threshold would only fail as soon as 

the weather changes in the seasons or the 

hardware ages. A more adaptive option is 

machine learning: rather than having to 

hand-craft thresholds, a machine-learning 

model is trained from examples of healthy 

and faulty behaviour that are marked as 

such. 

Recently, there has been a trend towards 

deep architectures in the literature. This is 

perfectly understandable, but this is a 

deployment reality conveniently ignored. 

Many IoT gateways and microcontroller like 

devices have limited memory, power and 
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compute power, and a classifier which is a 

bit better in accuracy but hundreds of times 

larger may not even get to market. It is 

therefore essential that a fair comparison 

report the cost in addition to the accuracy. 

In this study three questions will be asked: 

• RQ1. Given that the same task is a 

multi-class classification problem for 

common classical learners, how do they 

perform, compared to raw accuracy, when 

using a multi-class IoT fault-and-anomaly 

task using macro-averaged metrics? 

• RQ2. How much does each model 

cost in terms of latency and storage and 

what is the cost-accuracy tradeoff? 

• RQ3. What happens when the data to 

be included has noise or missing values, as 

is found in the real world in a field? 

There are a few things we contribute that are 

easy to replicate: a reproducible 

experimental protocol, an across-learner 

measurement of accuracy, accuracy, cost & 

robustness for 7 learners, and an analysis of 

which features took the decision 

2. Background and Related Work 

The IoT paradigm and its enabling 

technologies, protocols and application 

domains have been surveyed extensively, for 

instance by Al-Fuqaha et al. (2015). 

Machine-learning approaches to the 

resulting data have been reviewed more 

recently, with a strong emphasis on deep 

learning for streaming and big-data settings 

(Mohammadi et al., 2018). Anomaly 

detection as a general discipline, including 

the distinction between point, contextual and 

collective anomalies, is covered in the 

survey by Chandola et al. (2009). 

The classifiers used here are standard. 

Support vector machines were introduced by 

Cortes and Vapnik (1995), random forests 

by Breiman (2001), and gradient boosting 

machines by Friedman (2001). We rely on 

the scikit-learn implementations (Pedregosa 

et al., 2011). Our interest is not in proposing 

a new algorithm but in measuring how well-

established ones behave when evaluated 

against constraints that are specific to IoT. 

3. Experimental Design 

3.1 Scenario and dataset 

We simulate a smart-building deployment in 

which each sample is a summary of one 

observation window from a single node. A 

sample has 12 features: mean and standard 

deviation of temperature, mean and standard 

deviation of humidity, vibration RMS, mean 

and standard deviation of supply current, 

packet rate, mean packet size, mean received 

signal strength (RSSI), standard deviation of 

inter-message interval, and the slope of 

temperature over the window. 
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Each sample belongs to one of four classes:  

Class Condition How it is generated 

0 Normal Baseline distributions for all features 

1 Sensor drift Positive temperature slope, temperature offset, small 

humidity decrease 

2 Stuck sensor Temperature and humidity variance shrunk towards zero, 

slope suppressed 

3 Network flood Packet rate raised, packet size reduced, weaker RSSI, altered 

timing and current 

In total there are 6,000 samples with class counts of 3,345 (normal), 900 (drift), 873 (stuck) and 

882 (flood). The imbalance is deliberate, since faults are rarer than normal operation in practice. 

Baseline levels such as the room temperature and humidity are drawn per sample so that nodes 

are not identical, and the fault signatures are drawn from overlapping ranges, which means some 

faulty windows genuinely resemble normal ones. 

3.2 Models 

Seven classifiers were evaluated. Distance-based and gradient-trained models were preceded by 

feature standardisation. 

Model Main settings 

Logistic regression Standardised inputs, up to 2,000 iterations 

k-NN k = 7, standardised inputs 

Decision tree Maximum depth 8 

Random forest 100 trees, maximum depth 12 

Gradient boosting 100 estimators, depth 3 

SVM RBF kernel, C = 3, scaled gamma 

MLP Two hidden layers (32, 16), up to 500 iterations 

 

Hyper-parameters were fixed in advance 

rather than tuned per model, so that no 

classifier benefits from a larger search 

budget. The MLP reached its iteration limit 

on several folds without full convergence, 

and its score should be read with that in 

mind. 
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3.3 Protocol and metrics 

Accuracy, macro precision, macro recall and 

macro F1 were obtained by 5-fold stratified 

cross-validation with a fixed seed. Macro 

averaging gives each class equal weight, so 

the minority fault classes count as much as 

the majority normal class. Mean training 

time per fold was recorded. 

For cost and robustness, each model was 

refit on a stratified 80% training split and 

evaluated on the remaining 20%. There we 

measured (a) single-sample prediction 

latency, averaged over 300 consecutive one-

row predictions on a desktop-class CPU; (b) 

the size of the serialised model in kilobytes; 

(c) macro F1 after adding zero-mean 

Gaussian noise with standard deviation 

equal to 0.5 times each feature's training 

standard deviation; and (d) macro F1 after 

replacing a random 10% of feature values 

with the training mean, as a crude stand-in 

for dropped readings. 

4. Results 

4.1 Predictive performance (RQ1) 

Model Accuracy (%) Macro precision 

(%) 

Macro recall 

(%) 

Macro F1 (%) 

Logistic regression 92.67 ± 0.77 93.86 90.07 91.75 ± 0.92 

Random forest 92.40 ± 0.40 94.16 89.30 91.46 ± 0.44 

Gradient boosting 92.28 ± 0.66 93.24 89.87 91.41 ± 0.76 

SVM (RBF) 91.73 ± 0.84 93.42 88.56 90.67 ± 1.04 

Decision tree 91.13 ± 0.65 92.62 87.80 89.92 ± 0.70 

MLP (32-16) 90.23 ± 0.77 90.22 88.39 89.23 ± 0.91 

k-NN (k = 7) 89.50 ± 0.54 94.04 83.58 87.55 ± 0.64 

 

The top three models are not too far apart 

(less than one fold to fold, standard 

deviation), so we do not argue that logistic 

regression is really better than random forest 

or gradient boosting here. Data does support 

a good separation between a leading group 

(91.4%-91.8% macro F1) and a trailing 

group, where k-NN last. Specifically, k-NN 

achieved a high precision of 94.04%, but 

only 83.58% recall, implying that it was 

conservative in marking errors, and thus 

missed more errors. Recall is typically a 

more important column in a monitoring 

system as a missed fault is often more 

expensive than a false one. 

It is informative about the data that the 

linear model is the top model—the fault 

signatures in this case can be separated well 

by changes in the means and variances of 

the features, in which case the amount of 
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added model capacity does not happen to be 

very large. We expect that this is going to 

shift for data that has strong feature 

interactions, or has temporal structure, 

because our window-summary 

representation is removing quite a bit of that. 

4.2 Cost on constrained hardware (RQ2) 

Model Train time per fold 

(s) 

Latency per sample (ms) Serialised size (KB) 

Logistic regression 0.02 0.174 1.8 

Decision tree 0.03 0.060 15.7 

MLP (32-16) 3.21 0.233 48.9 

SVM (RBF) 0.16 0.206 161.7 

Gradient boosting 4.77 0.562 486.6 

k-NN (k = 7) 0.01 1.011 582.6 

Random forest 0.71 3.799 3,486.4 

 

The cost spread is not so much wider than 

accuracy spread. The random forest required 

approximately 1,900 times more storage 

than logistic regression for a macro-F1 

difference of 0.29 points in a negative 

direction, and had a slower single-sample 

latency (3.8 ms), compared to logistic 

regression (3.5 ms). The decision tree was 

the fastest to predict (0.06 ms) and smallest 

(15.7 KB) but it resulted in approximately 

1.8 points of macro F1. The ordering, and 

the orders of magnitude, are considered to 

be correct; absolute numbers may vary on an 

embedded board depending on the 

architecture of the board's CPU and the 

overhead of Python. A special note must be 

made for k-NN. It is free to train, but it 

requires to store the entire training set, 

which makes its size and its prediction time 

grow with the amount of data; this is not an 

attractive feature for a device that keeps 

memory of all the past. 

4.3 Robustness (RQ3) 

Model Clean macro F1 (%) With noise (%) With 10% missing (%) 

Logistic regression 91.75 83.45 86.01 

Random forest 91.46 82.82 85.37 

Gradient boosting 91.41 80.16 86.41 

SVM (RBF) 90.67 83.19 85.18 
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Model Clean macro F1 (%) With noise (%) With 10% missing (%) 

Decision tree 89.92 76.42 83.86 

MLP (32-16) 89.23 79.49 84.77 

k-NN (k = 7) 87.55 82.53 83.20 

Note that the clean column is the same as 

the crossvalidated macro F1 of Section 4.1 

and the two perturbed columns are from the 

single holdout split, hence, the comparison 

between columns is indicative and not exact. 

Despite this, the same trend was observed – 

all models degraded and the noise condition 

was the more severe of two. The decision 

tree was most vulnerable to noise, dropping 

by about 13.5 points, following the effect 

that hard thresholds aligned with the hard 

axis are easily ruined by readings that jitter 

near the threshold. The more consistent 

group included logistic regression, SVM and 

k-NN where the noise losses ranged from 5 

to 8.5 points. The best performance was 

achieved by gradient boosting when there 

were missing values (86.41%) but not when 

there were noise. 

This means that the actual ranking of fields 

is exaggerated by clean-data leaderboards, 

so as to alter the ranking. The model that 

seems to work best based on cross validation 

may not be the one that can be deployed in a 

noisy setting. 

4.4 What made them choose to make the 

decisions 

The random forest impurity based 

importances trained on the entire data set 

showed that a few features were much more 

important than the rest: temperature slope 

(0.271), packet rate (0.260), temperature 

standard deviation (0.186), and humidity 

standard deviation (0.140). The two 

combined make up about 86% of the total 

importance. This correlates with the way the 

classes were designed: slope separation is 

used for drift, variance collapse separation is 

used for "stuck" sensors, and packet rate 

separation is used for floods. This is not a 

causal finding, and impurity importances 

can cause features that have large variance 

to have a larger importance factor than 

features with small variance, so it is 

recommended to be used as a sanity check 

on the pipeline. 

5. Discussion 

The term "accuracy" is the wrong single 

number. Slightly less optimistically, the 

three primary models are basically 

indistinguishable as far as F1 goes, but differ 

in size by almost 2,000. Choosing the right 

gateway, no matter which one is plotted 

first, is not close when it comes to battery-

powered gateways. 

Simple models are a good starting point, 

rather than a straw man. The ensemble 

methods were compared with a linear 

classifier as the fault signatures were mostly 

separable with summary statistics. 

Practitioners need to always report a linear 

baseline before trying to go to heavier 

architectures; if the gap is less than a point, a 
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reason beyond the benchmark needs to be 

provided for the heavier model. 

It is important to routinely use robustness 

testing. The ranking based on the clean F1 is 

different from the ranking based on the 

noisy F1. This is easily done, and shows the 

brittleness that cross-validation cannot. 

In this case, it is the feature design that is 

more significant than model selection. The 

features that were used to distinguish the 

classes were mostly slope and variance, 

features that are easy to compute on-device. 

Such summarisation can be done at the node 

and only the summarised data can be sent up 

to the model which decreases bandwidth and 

inference cost. 

Threats to validity and limitations: 6. 

The main restrictions are that the data are 

simulated. We create it from scratch, so, the 

signature of the faults we generate is 

according to our assumptions on how faults 

look in real deployments, while there are 

correlated noise, seasonal effects, and device 

heterogeneity and label errors from real 

deployments that we are not including in 

that generator. Note that the absolute scores 

should not be interpreted as "field accuracy" 

but that the relative comparisons and 

methodology are the parts that can be 

transferred, and an experiment ought to be 

repeated on public real world IoT datasets 

prior to any deployment. 

Other restrictions are worthy of being 

simply stated. Hyper-parameters were not 

tuned, but rather fixed. The measurement is 

done on a desktop CPU and Python 

overhead is not taken into account, which is 

not a good representation of embedded 

hardware. No confidence intervals are 

provided for the robustness figures since 

they are from one hold-out split and one 

random noise draw. Additionally, the 

window-summary representation ignores 

temporal ordering which may be important 

for applications in which recurrent or 

convolutional sequence models may be 

useful, but are not considered here. Last, the 

same seed was used for generating the data. 

7. Conclusion 

In a 4-class IoT fault and anomaly task, a 

group of 7 classical learners achieved a 

leading F1 macro performance of 

approximately 91.4% - 91.8% and logistic 

regression, random forest and gradient 

boosting were statistically tied. However, 

their resource footprints were, by about 

three orders of magnitude, different and 

robustness to noise changed the ranking. We 

believe that the selection of an IoT model 

must be considered as a multi-objective 

problem related to the level of predictive 

quality, storage requirements, latency, 

robustness, and that a small linear or tree-

based model is a safe bet for edge 

deployment. 

Future work involves the validation of the 

on the real sensor and network-traffic data 

sets, tuning of the larger models under a 

fixed compute budget, on-device 

measurement on microcontroller-class 

hardware, quantisation and pruning of the 

larger models and sequence models, which 

preserve temporal structure. 
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